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Abstract. Non-uniform grids inevitably arise in multiphase flow simulation scenarios due to the need to resolve near-wall 
phenomena and/or large L/D ratios associated with the reactor configuration. This in conjunction with large density ratios of the 
constituent phases can retard the convergence of the pressure-correction equation that results from applying operator-splitting 
methods to the incompressible Navier-Stokes equations. Various pre-conditioning strategies to this ill-conditioned pressure-
correction matrix are explored in this study for a class of bubbling bed simulations encompassing: different particle densities, bed-
heights and dimensions (2D/3D). The right-side Block Jacobi preconditioning option resulted in a 20 - 35% decrease in CPU time that 
correlated well with a decrease in the number of iterations to reach a specified tolerance.  

Keywords: PETSc; MFiX; BiCGSTAB; Preconditioner; Multiphase flow. 

1. Introduction 

Multiphase CFD simulation scenarios present a number of additional challenges beyond those present in single-phase 
simulations. Among these are: large constituent density ratios, presence of discrete interfaces, significant mass transfer rates, non-
equilibrium interfacial dynamics along with the fact that they are inherently transient in nature [1]. In the Two-Fluid Model (TFM) 
framework for simulating multiphase flows, the governing equations for all the phases involved are solved in an Eulerian framework 
and the coupling between the different phases is achieved through an appropriate modeling of the interaction and source terms in 
the respective phase equations. A solution to the incompressible Navier Stokes equation for the different phases is then undertaken 
using operator-splitting methods where a pressure-correction equation is formulated implicitly, requiring the solution of a linear 
system at each time step. Using the extended SIMPLE algorithm developed by Syamlal [2], the pressure-correction equation takes 
the form of a discrete Poisson equation with discontinuous coefficients. The solution to this equation consumes the bulk of the 
computational time in multiphase simulations because density is a coefficient in the pressure-correction equation and large 
variations or discontinuities among the phase densities greatly increase the condition number of the pressure-correction matrix 
and retard the convergence of iterative methods employed in its solution [3, 4]. Further, non-uniform grids inevitably arise in various 
multiphase flow simulation scenarios due to the need to accurately resolve near-wall phenomena. For instance, stretched, large-
aspect ratio grids near the boundary wall are employed in multiphase modeling of: particle deposition [5], cloud cavitation near air 
foils [6] and multiphase heat transfer in microchannels [7]. In other instances, large L/D ratios associated with the reactor 
configuration such as those found in solid sorbent systems [8] and circulating fluidized beds [9] may result in the generation of 
non-uniform or high-aspect ratio cells where cells are stretched in the direction of the dominant velocity vector to minimize the 
computational simulation cost. Finally, the study of multiphase hydrodynamics in complex geometries such as: resolving the air 
core accurately in hydro cyclones [10], studying the erosion and heat transfer characteristics of tube bundles immersed in fluidized 
beds [11] or the cavitation characteristics in centrifugal pumps [12] may naturally result in the generation of non-uniform grids 
along with sudden changes to cell aspect ratios. It is well known that the iterative convergence of many solution methods, rapidly 
deteriorate when applied on non-uniform [13 - 14] and high-aspect ratio grids [15]. The performance degradation has been seen to 
be even more severe in parallel computing environments especially when the grid is decomposed along the direction where the 
cell aspect ratio is high [16]. The primary goals of this manuscript are to: 

1. Highlight for the first time, this degradation in the convergence of iterative methods when employing non-uniform structured 
grids in multiphase flow simulations encompassing different: particle densities, bed-heights, jet inlet velocities, problem 
dimensions (2D/3D) and grid types (uniform/non-uniform) in a bubbling bed configuration. 

2. Propose a remedy to this convergence degradation through the judicious selection of pre-conditioner (PC) to Krylov Subspace 
(KSP) iterative solvers.  

By working within the framework of the open-source multiphase simulation code MFiX [17], we first interface it with the robust, 
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scalable PETSc linear solver library [18] through an appropriate mapping of the matrix and vector data structures between the two 
software frameworks. Through this interface an access to a wide range of solver and PC options in PETSc was then obtained with 
the additional option of applying the preconditioning strategy from the left-side (which is more common) as well as the right side. 
By keeping the KSP method fixed (BiCGSTAB) throughout our analysis, a performance assessment of the different PC’s is made by 
comparing against the default line preconditioning option in the native MFiX solver by allowing all options to converge to the same 
residual tolerance. 

The PETSc [18] library allows for the transparent use of various Krylov subspace solvers and preconditioner options in large-
scale parallel environments without the need to write specialized code to access them. Our emphasis on identifying the correct PC 
is driven by the studies of Zhang [19] and Ghai et al. [20] who demonstrated that when utilizing preconditioned KSP methods, the 
choice of the preconditioners employed in the preconditioned iterative solvers determine the overall convergence rate of the 
iteration procedure. By carefully evaluating a wide range of non-symmetric matrix systems arising from CFD simulations, the 
authors [19, 20] reinforced the current consensus among preconditioning technique practitioners that the quality of the 
preconditioner is more critical than the choice of the Krylov subspace accelerator in designing a preconditioned iterative solver for 
large scale CFD applications. The MFiX-PETSc interfaces was developed in a “black box” fashion after an appropriate mapping of 
matrix and vector data structures between the CFD code and linear solver libraries as shown in Figure 1.  

This means, the coefficients for the matrix and right hand side vector are first passed on to PETSc. PETSc then use these 
coefficients to create the global matrix and vectors. Once the solve is completed and the solution vector passed back to MFiX, the 
global matrix and vectors are thrown away only to be created again on the subsequent time-step. Verification of the implementation 
of our MFiX-PETSc framework was carried out by comparing our numerical predictions of a steady-state heat conduction problem 
(TFM01) and a single phase plane Poiseuille flow problem (TFM02) both of which have known analytical solutions (not discussed in 
this paper) [21].  

2. Method 

2.1 Governing Equations 

For the isothermal, non-reacting systems investigated in this study, the continuity equation for the fluid and solids phases in 
the Two-Fluid Model (TFM) in MFiX can be represented respectively as follows [22]: 
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where �� is the fluid volume fraction, �� is the volume fraction of the ��� solids phase, �� is the fluid-phase density, �� is the 
density of the ��� solids phase, 
�� is the ��� velocity component of the fluid-phase, and 
�� is the ��� velocity component of 
the ���  solids phase. The right-hand term denotes interphase mass transfer due to chemical reactions or other physical 
phenomena. The corresponding momentum equations for the fluid phases are represented as [22]: 
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where �� is the fluid-phase pressure, ���� is the stress tensor of the fluid-phase, ℛ�� is mass transfer from the fluid-phase to the 
��� solids phase, ℛ�� is mass transfer from the ��� solids phase to the fluid-phase,  ��� represents momentum transfer between 
the fluid and the ��� solids phase caused by interphase forces (such as the drag force), #�� is fluid flow resistance due to porous 
media, and $� is acceleration due to gravity. The momentum balance for the solids phase is represented similarly as [22]: 
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where �' is solids-phase pressure in close packed regions (which uses an equation of state to increase this term exponentially to 
constrain the solid volume fractions to their close packing limit), ���� is the stress tensor of the ��� solids phase, ℛ)� is mass 
transfer from the +��  phase to the ���  phase, ℛ�)  is mass transfer from the ���  phase to the +��  phase, and  �)�  represents 
momentum transfer between the ��� phase and the +��phase caused by interphase forces (such as the drag force). 

MFiX applies the finite volume method with a staggered grid to discretize the governing equations. Using this approach, scalar 
values (i.e. fluid-pressure) are computed at the center of the control volume whereas velocity components are calculated along the 
faces of the control volume. An interpolation scheme (section 2.4) is required to interpolate the face-centered velocities to their 
cell–centered values. After this is accomplished, discretization of scalar transport equations for all phases can be represented as 
[22]: 
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Fig. 1. A block diagram of the matrix and vector mapping associated with the MFiX-PETSc interface for solving the linear matrix equation Ax = b. 
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In equation (5), the coefficient , contains flow properties and geometric parameters from the discretized equations (including 
phase volume fractions, densities, velocities and cell surface areas), ф is a given scalar value, 0 is a source term, and 3),� is the 
interface transfer coefficient. Subscript 6 represents the phase, subscript � is the central point of the scalar quantity undergoing 
calculation, and subscript 60 denotes its neighbor central points (E, W, N, S, T, and B).  

2.2 Numerical Method 

When flow is incompressible, challenges arise in computing the fluid flow field. As shown in Eqs. (1) through (4), there is a strong, 
implicit coupling between the pressure and velocity fields. In MFiX, the solids phase pressure is resolved with a volume fraction 
correction equation and the fluid-phase pressure field is resolved with a fluid-pressure correction equation [22] using the SIMPLE 
algorithm. The SIMPLE algorithm is an operator-splitting numerical procedure that is widely employed in CFD to solve the 
discretized Navier-Stokes equations for incompressible systems. MFiX employs a version of the SIMPLE algorithm developed by 
Patankar [23] that has been extended to multiphase systems. This involves the solution to a fluid-pressure correction equation to 
satisfy continuity and then update the gas pressure and velocity fields. 

If the intermediate values for pressure and velocity from solving the momentum equations are represented by P* and u* 
respectively. Then, the relationship between the intermediate value (ф*) and the actual value (ф) for these parameters (that also 
satisfies the continuity equation) is denoted as ф = ф* + ф’, where ф’ is the correction value. Derivation of the fluid-pressure 
correction equation first requires replacing pressure (P) and velocity (u) terms in the discretized fluid-phase momentum equation 
with intermediate pressure (P*) and velocity (u*) terms. Then, the P* = P – P’ and u* = u – u’ expressions are substituted into this 
equation. The original discretized gas momentum equation, with actual pressure and velocity values, is subtracted to yield an 
expression only containing velocity (u’) and pressure (P’) correction terms. The resultant fluid-pressure correction equation is then 
of the form [2]: 

	78�9	98: �9 = 	78�;<	98: �;< +
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In stencil based codes such as MFiX, Eq. (6) results in a symmetric septa-diagonal matrix. However, due to the manner in which 
boundary cells are treated in MFiX, the resulting matrix ends up being non-symmetric. The pressure correction terms calculated 
using Eq. (6) are then used to calculate the actual gas-phase pressure [2]: 

	98�9 = 	98∗ � + >98	98: �9 (7) 

for which >98 is a relaxation factor. This pressure correction is also used to update the gas-phase velocity [2]: 

	?8�@ = 	?8∗ �@ + 	A8�@ B	98: �9 − 	98: �CD (8) 

where A8 is an interphase mass transfer factor. 
As noted in Eq. 6 the coefficients ag are a function of: phase densities, phase volume fractions, phase velocities and geometric 

surface areas. Sudden changes in these values across neighboring cells can increase the condition number of the pressure correction matrix (Eq. 
6) and retard the convergence of iterative methods employed in its solution. The goal of this manuscript is to highlight and address these 
deficiencies. 

This is undertaken by comparing the CPU times and the number of iterations taken by different solver – PC options to reach a 
specified tolerance during the solution to Eq. (6). This is denoted as the number of inner iterations in this study.  

In the transient simulations undertaken in this study, MFiX uses an automatic time step adjustment to reduce the run time. 
This is done by making small upward or downward adjustments in time steps and monitoring the total number of outer iterations 
for several time steps. The adjustments are continued, if there is a favorable reduction in the number of outer iterations per second 
of simulation. Otherwise, adjustments in the opposite direction are attempted. Differences in the solver-PC options employed in 
the simulation may result in slight changes to the time-step sizes during the course of the simulation. Therefore, to compare the 
performances of different solvers and PC, the total number of inner iterations taken to reach a specified simulation time were also 
monitored. 

2.3 Iterative Solvers and Pre-Conditioners 

MFiX offers four iterative methods and two preconditioners (line and diagonal) to then solve the system of equations described 
in section 2.2. Among these, the BiCGSTAB iterative solver with the line-preconditioning option have been deemed to be the fastest 
solver-PC option for a wide range of multiphase flows [2]. By interfacing MFiX with PETSc, we were able to obtain access to a wider 
range of Krylov Subspace Solvers and Preconditioners. The steps involved during the use of the MFiX - PETSc solver interface for 
solving the generic linearized system, EF = < shown in Figure 1 involves: 
1. Problem Setup: Functionality for setting PETSc solver parameters such as solver tolerances, maximum number of iterations, 

and preconditioners as dictated by derived solver types. 
2. Solver Setup: Solver object creation (allocation of E, F, and <) and initialization. 
3. Communication Linear System: Handshake function for passing the linear system coefficients (E) and right-hand-side values 

(<) in the current native MFiX data-structure and subsequent conversion to the solver-specific types for PETSc. 
4. Solve System: Using PETSc’s native solver types, this function will compute the solution (F) to the linear system. 
5. Return/Copy Solution: Conversion of the solver type solution (F) to the current, native MFiX type. 
6. Cleanup: De-allocation and destruction of PETSc solver objects. 

While solving the linear system (step 4) is likely to consume the majority of the computational time, a slight overhead cost 
associated with the solver object creation (step 2) is also to be expected and is also investigated in this study.  

Since the goal of this study is to assess the degradation in the convergence of iterative methods when employing non-uniform 
structured grids in multiphase flow simulations encompassing different: particle densities, bed-heights, jet inlet velocities, problem 
dimensions (2D/3D) and grid types (uniform/non-uniform) and suggest remedies, the line preconditioning option in conjunction 
with the BiCGSTAB solver was used throughout this study when employing the native MFiX solver. Additionally, the Block Jacobi PC 
option was employed with the MFiX-PETSc framework. This has previously been deemed to be the fastest PC option in the MFiX – 
PETSc framework for a wide class of flows during the software verification process where numerical predictions of a steady-state 
heat conduction problem (TFM01) and a single phase plane Poiseuille flow problem (TFM02) were compared against known 
analytical solutions [21, 24]. 

For a linear system containing a non-symmetric matrix, a preconditioner can be applied from the left- or right-side. In general, 
application of a preconditioner from the left to a linear system will yield [25]: 
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Fig. 2. Dimensions and the grid associated with the thin rectangular fluidized beds investigated in this study; (a) Dimensions along the x- and y- 
directions; (b) The non-uniform grid which is well resolved near the jet center; (c) The 3D uniform grid with an initial bed height of H/D = 2. 

 

GHIEF = GHI< (9) 

where G is the preconditioning matrix. Preconditioning performed from the right is of the form [25]: 

EGHI? = < (10) 

where F = GHI?. 
While it is true that left- and right-side preconditioners have similar asymptotic behavior, they can actually behave differently 

depending on the linear system. The termination criterion of Krylov subspace methods is generally related to the residual norm of 
the preconditioned system. When preconditioning is applied from the left, the preconditioned residual, defined as JGHIKLJ, can 

greatly differ from the true residual JKLJ if the ‖GHI‖ value is far from 1. Unfortunately, this can be a common problem when 
applying left preconditioning to large linear systems. On the other hand, right preconditioners use the unaltered, true residual with 
an insignificant increase in computational cost. Right preconditioners should not lead to large solution errors, unless the 
preconditioning matrix,  G , is extremely ill-conditioned [20]. In a similar vein, Tadano and Sakurai [26] have shown that the 
perturbation of a preconditioner does not affect the accuracy of an approximate solution with right side preconditioning. 

Block Jacobi preconditioners are methods of block preconditioning geared towards parallel environments. Traditional Block 
Jacobi preconditioning employs a domain decomposition with no overlap. The Block Jacobi preconditioners in PETSc are obtained 
by applying incomplete LU factorizations with zero-fill in (ILU(0)) on each processor’s local diagonal blocks. In general, the ILU 
factorization process formulates a sparse lower triangular matrix O and a sparse upper triangular matrix P which have the same 
nonzero structure as the lower and upper sections of E. These matrices are computed so that Q = OP − E, the residual matrix, 
satisfies a certain constraint. For the ILU(0) method, this constraint is having zero entries in certain locations. This technique aims 
to define a preconditioner G = OP such that the elements of the residual matrix are zero in the locations that the E matrix is non-
zero [25]. In this study, since the preconditioner is applied in a serial context, the Block Jacobi preconditioner is actually an ILU(0) 
preconditioner. Most methods of solving a given linear system, EF = <, include passing through iterations by altering one or more 
components of an approximate vector solution at each iteration. By default, both PETSc and MFiX test for convergence based upon 
the RS-norm (‖KT‖S) of the preconditioned residual (KT). In PETSc, convergence is detected at iteration T if [18]: 

‖UV‖S < XYZ%U[\] ∗ ‖^‖S, Y[\]& (11) 

where KT = < − EFT, K_`R is the decrease of the residual norm relative to the norm of the right hand side, 7_`R is the absolute size 
of the residual norm, and A_`R is the relative increase in the residual. The K_`R, 7_`R, and A_`R parameters can be set by the user.  

2.4 Discretization Schemes for the Convection Terms 

When flows are transient, multi-dimensional, or contain strong sources, higher-order discretization schemes for convection can 
help increase accuracy, but they can also create issues with overshoots and undershoots near discontinuities, known as oscillations. 
This can create problems with convergence and physically unrealistic intermediate solutions [2]. Total variation diminishing (TVD) 
schemes have been developed to resolve discontinuities without producing these oscillations. These techniques employ a limiter 
which bounds the value of ф (velocity) using the notations for the node locations that are based on the flow direction. The notation 
D represents downwind, U represents Upwind, C is the central point of the control volume, and f is the face of the control volume. 
The limiter is expressed as a function of the normalized value of ф, which is defined as [2]: 

фa = ф − фP
фb − фP

. (12) 
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Table 1. List of material properties and some of the modeling parameters 

Material Glass Polypropylene 

Density (kg/m3) 2545 900 

Coefficient of Restitution 0.9 0.6 

Angle of Internal Friction 30˚ 30˚ 

Diameter (μm) 425 425 
Minimum Fluidization Velocity (m/s) 0.30 0.11 
Drag Coefficients (drag_C1, drag_D1) 0.771, 2.8781 0.641, 4.0144 

 
Table 2. A Summary of numerical parameters employed in the 2D simulations to study the effects of grid uniformity. 

Bed Height 
(Grid Type) 

Dimensions 
Mesh 

(Total # cells) 
Time Step (sec) Tolerance Vjet Solver 

Discretization 
Scheme 

PC 

H/D = 2 (Non-Uniform) 
20x100 cm2 

56x250 
(14,000) Max: 1e-03 

Min: 1e-06 
 

Outer 
1e-03 

 
Solver 
1e-03 

 

5 m/s 
 

BiCGStab 
 

van Leer 
 

MFiX Line 
 

MFiX-PETSc BJACOBI (left) 
 

MFiX-PETSc BJACOBI (right) 
 

H/D = 2 (Uniform) 
20x100 cm2 

40x200 
(8,000) 

 
Table 3. A Summary of numerical parameters employed in the 2D simulations to study the effects of bed height. 

Bed Height 
(Grid Type) 

Dimensions 
Mesh 

(Total # cells) 
Time Step (sec) Tolerance Vjet Solver 

Discretization 
Scheme 

PC 

H/D = 1 
(Non-Uniform) 

20x100 cm2 
56x250 
(14,000) 

Max: 1e-03 
Min: 1e-06 

 

Outer 
1e-03 

 
Solver 
1e-03 

 

5 m/s 
 

BiCGStab 
 

van Leer 
 

MFiX Line 
 

MFiX-PETSc BJACOBI (left) 
 

MFiX-PETSc BJACOBI (right) 
 

H/D = 2 
(Non-Uniform) 

20x100 cm2 
56x250 
(14,000) 

 
Table 4. A Summary of numerical parameters employed in the 3D simulations to study the effects of grid uniformity. 

Bed Height 
(Grid Type) 

Dimensions 
Mesh 

(Total # cells) 
Tolerance Time Step (sec) Vjet Solver Scheme PC 

H/D = 2 (Non-Uniform) 
20x100x2 cm3 

56x100x2 
(11,200) 

Outer: 1e-02 
Solver: 

1e-03 (Glass), 
1e-02 (Polypropylene) 

Max: 1e-03 
Min: 1e-06 

 

5 m/s 
 

BiCGStab 
 

van Leer 
van Leer 

MFiX Line 
 

MFiX-PETSc BJACOBI (left) 
 

MFiX-PETSc BJACOBI (right) 
 

H/D = 2 (Uniform) 
20x100x2 cm3 

40x200x4 
(32,000) 

Outer: 1e-03 
Solver: 1e-03 

 
TVD schemes bound ф with this limiter when the variation in ф is monotonic, which occurs when d ≤ фaf ≤ I. A down-wind 

factor formulation for discretization, proposed by Leonard and Mokhtari [27], has been adopted into the TVD schemes implemented 
in several existing codes due to its ability to retain the traditional septa-diagonal matrix structure in linear systems. However, TVD 
schemes differ by how they calculate the down-wind weighting factor. In the van Leer scheme, the down-wind factor is equal to фfg  
[2] and is the scheme adopted in this study.  

3. Results and Discussion 

The fluidized bed cases for assessing the performances of the different PC explored in this study is based on the experimental 
and computational study of Utikar and Ranade [29]. Their experimental set up consisted of a 3-dimensional, thin rectangular 
fluidized-bed operated with a central jet. Their study examined the fluidization characteristics of glass and polypropylene particles 
at two bed heights (H/D = 1, 2) and three different jet inlet velocities (Vjet) of: 5 m/s, 10 m/s, and 20 m/s. The advantages of thin 
rectangular fluidized beds include the ability to perform detailed optical diagnostics for obtaining high quality data for validating 
numerical simulations. Further, highly resolved 2D simulations of these reactor geometries may enable the development/tuning of 
multiphase sub-models parameters and facilitate conducting parametric studies for design and scale up at a reduced 
computational cost. 

In order to isolate the effects of bed height and particle densities on the iterative solve time, the first set of simulations in this 
study employed a jet inlet velocity (Vjet) of 5 m/s. In addition, the simulations were carried out in both 2D and 3D domains using 
uniform as well as non-uniform meshes to assess the performances of PC in solving penta-diagonal (2D) as well as septa-diagonal 
(3D) matrix systems. The dimensions and the grids employed in this study are shown in Figure 2.  

For the drag model, we employed the Syamlal – O’Brien drag model parameters with the coefficients modified to match the 
minimum fluidization velocities of glass (0.3 m/s) and polypropylene (0.11 m/s). A list of the material properties and the modeling 
parameters pertinent to this study are reported in Table 1.  

Summaries of numerical parameters employed in the 2D simulations to study the effects of grid uniformity and bed-height are 
shown in Tables 2 and 3 respectively.  

In the uniform grids, the mesh resolution is 11.8 times the particle diameter, whereas in the non-uniform grids, the mesh do 
not have an aspect-ratio of 1. Nevertheless, the mesh resolution (considering the larger of the mesh dimensions) varies between 
9.4 (in the highly resolved central region) to 23.5 times the particle diameter. Although the focus of this paper is on assessing the 
numerical convergence of different PC, it is still worth noting that a grid resolution of 18 times the particle diameter have been 
deemed as adequate for obtaining grid-independent results when simulating the hydrodynamics of Geldart B particles (the particle 
type chosen in this study) [30]. Table 4 summarizes the numerical parameters employed in the 3D simulations to study the effects of 
grid uniformity.  
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Fig. 3. Typical fluidization behavior (contours of gas volume fraction 
Ep_g) observed with the Polypropylene particles in the 2D simulations 

(H/D = 2) 

Fig. 4. Typical fluidization behavior (contours of gas volume fraction 
Ep_g) observed with the Glass particles in the 2D simulations (H/D = 2). 

 

Slight increases to the solver and outer iteration tolerances (from their default values of 1e-03 employed throughout this study) 
were necessary in the 3D non-uniform grid simulations due to divergence of select solver-PC combinations. The tolerances shown 
in Table 4 are the ones in which all three solver-PC combinations could run successfully for 20 seconds to ensure consistency when 
comparing the different PCs.  

3.1 Comparison of Fluidization Characteristics  

The typical fluidization characteristics of the polypropylene and glass particles at a bed height of H/D = 2 are shown through 
the contours of gas-phase volume fraction (Ep_g) in Figures 3 and 4 respectively.  

These snapshots are at around 12 seconds of simulation time after the initial transient characteristics associated with the initial 
conditions have been washed away. While the general fluidization characteristics are identical between: the uniform and non-
uniform grid simulations as well as between the different solver – PC options, the contours do not evolve in an identical manner 
among the different options. During a transient simulation, initial differences among the solvers can be amplified as a result of the 
variable time-stepping algorithm employed in MFiX. When transient results start to differ, the number of iterations per time step 
start to vary resulting in the time steps being adjusted at a different rate. In fact, previous studies have observed these discrepancies 
to arise even due to differences in the Fortran compilers employed to make the MFiX executable [31]! The general fluidization 
characteristics shown in Figures 3 and 4 are in general agreement with the experimental images reported in Utikar and Ranade [29]. 
In case of glass beads (Figure 4), bubbles are formed immediately close to the distributor whereas for Polypropylene particles, a jet 
is seen before the formation of bubbles. Further, in the case of polypropylene particles, the jet and bubbles do not rise vertically but 
rather move throughout the column as observed in the experiments. The general fluidization characteristics of the simulations 
remain unchanged as a result of the different PC options. 

Figures 5 and 6 show the time-averaged and standard deviation of the pressure drop across the bed over 10 seconds of simulation 
time (from 10 – 20 seconds) in the 2D and 3D simulations respectively. The time-averaged pressure drops remain unchanged with 
the different PC options across all the simulation scenarios.  
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Fig. 5. Average and standard deviation of the pressure drop across the bed over 10 seconds of simulation time (from 10 – 20 seconds) in the 2D 
simulations (all results are from employing a non-uniform mesh unless explicitly mentioned): (a) Effect of bed height (Glass beads); (b) Mesh type 

(Glass beads); (c) Effect of bed height (Polypropylene beads); (b) Mesh type (Polypropylene beads). 

 

 

Fig. 6. Average and standard deviation of the pressure drop across the bed over 10 seconds of simulation time (from 10 – 20 seconds) in the 3D 
simulations (all results are from employing a non-uniform mesh unless explicitly mentioned): (a) Mesh type (Glass beads); (b) Mesh type 

(Polypropylene beads). 
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Fig. 7. Power spectral density plots of the pressure fluctuations (from 10 – 20 seconds) from the simulations performed on non-uniform mesh. 

(Straight lines corresponding to the decay in power spectrum with a slope of -4 are also shown). 
 

The dynamic characteristics of the simulations were compared next using power spectral density (PSD) plots of the pressure 
fluctuations (obtained at 15 mm above the jet inlet) over 10 seconds of simulation time and are shown in Figure 7 (Non-Uniform 
mesh).  

On log-log plots, the power-law decay of the PSD of pressure fluctuations across all simulations are seen to have slopes close to 
-4 in agreement with experimental observations in this configuration [29] as well as other bubbling fluidized beds [32]. However, 
differences in solver-PC combinations sometimes resulted in differences in the identification of the dominant frequencies of the 
pressure fluctuations as reported in Table 5. 

As seen in Figure 7d, where a distinct peak associated with the PSD is seen, in Figures 7a – c, several peaks of similar magnitudes 
are observed. It is possible that obtaining pressure samples over an extended period of time (> 10 seconds) would lead to a more 
accurate identification of the dominant frequency characteristics [33, 34].  

3.2 Solver-PC Performance Comparisons in 2D Simulations  

Figure 8a shows the CPU time ratios relative to that of the native MFiX solver (i.e., MFiX-PETSc CPU time/native MFiX CPU time) 
to simulate 20 seconds of fluidization in 2D. On uniform grids, the MFiX’s native solver – PC options perform better than the MFiX – 
PETSc PC options. 

On non-uniform grids however, the use of right side BJACOBI PC results in 30 -35% solution speed-up compared to MFiX. Further, 
the right side PC performs better than the more commonly used left side PC option. Since the solution to the pressure-correction 
equation often limits the rate of convergence, the average and standard deviation of the number of pressure solve iterations over 
20 seconds of simulation time are shown in Figure 8b. On non-uniform grids, the BJACOBI PC options take less iterations to converge 
to the specified tolerance and thereby cause the CPU times to be lower than those of the native MFiX solver. Further, when moving 
from uniform to non-uniform grids while the average number of solver iterations increases across all PC options, the change is 
greatest for MFiX’s line PC and the least with the BJACOBI (right) PC indicative of its robustness with an increase in problem size as 
well as condition number. Figure 9 shows the total number of time steps and the total number of inner iterations for the pressure 
solve over 20 seconds of simulation time. 

 

Table 5. The dominant frequency (in Hz) of the pressure fluctuations (from 10 – 20 seconds) in the simulations performed on non-uniform grids 

 Glass (H/D = 2) PP (H/D = 2) 

Preconditioner 2D, Non-Uniform 3D, Non-Uniform 2D, Non-Uniform 3D, Non-Uniform 

MFiX – line relaxation 1.3 3.8 4.8 4.7 
MFiX-PETSc – BJACOBI (left) 1.3 3.9 5.0 5.2 

MFiX PETSc – BJACOBI (right) 1.5 1.6 3.0 4.6 
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Fig. 8. CPU time ratios and average number of solver iterations over 20 seconds of fluidized bed simulations (2D, H/D =2): (a) CPU time ratios (MFiX-

PETSc CPU time / native MFiX CPU time); (b) Average and standard deviation of the number of solver iterations (inner iterations) for solving the 
pressure correction equation (cf. Eq. 6). 

There is a significant increase in time-steps when going from uniform to non-uniform grids (Figure 9a) which translates to a 
corresponding to the total number of inner iterations for the pressure solve shown in Figure 9b. However, the time-step sizes 
resulting from MFiX’s automatic time-stepping algorithm are not significantly affected by the choice of the PC.  

Figures 10 and 11, compare the solver-PC performances by varying the bed heights in the 2D simulations performed on non-
uniform grids. While increasing the bed heights or the particle densities do increase: the average (Figure 10b) and total number of 
iterations (Figure 11b) for the pressure-correction equation and the number of time-steps (Figure 11a) to reach a given simulation 
time, the performance gains associated with the BJACOBI (right) PC option is relatively independent of the bed material density or 
height (Figure 10a) and it again emerges as the fastest solver-PC combination across all non-uniform 2D multiphase simulations. A 
similar assessment was extended to 3D domains where the discretized pressure-correction equation resulted in septa-diagonal 
matrix systems. 

3.3 Solver-PC Performance Comparisons in 3D Simulations  

Figure 12 compares the solver-PC performances for solving the pressure correction equation over 20 seconds of the fluidized 
bed simulations on uniform 3D grids.  
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Fig. 9. Number of time steps and total number of inner iterations for the pressure solve over 20 seconds of fluidized bed simulations (2D, H/D =2):  
(a) number of time steps; (b) total number of inner iterations for the pressure correction equation (cf. Eq. 6). 

 
 
 
Again, on uniform grids MFiX’s line PC option is faster than either of the BJACOBI PC options as reflected by the average number 

of solver iterations for the pressure-correction equation (Figure 12a) as well as the total number of inner iterations associated with 
the pressure solve (Figure 12c). Further, it is interesting to compare the solver-PC performances on uniform 2D grids (Figures 8 and 
9) against those on uniform 3D grids (Figure 12). The average number of iterations for the pressure solve, the total number of time-
steps and the total number of inner iterations for the pressure solve, do not change significantly in spite of the increase in matrix 
size (from 8000 to 32000) and the change from a penta-diagonal matrix (2D) to a septa-diagonal matrix (3D)! This is anticipated 
since the mesh size is roughly the same and physical parameters are roughly the same, the condition number in the Poisson 
equation should be roughly equal. For the same matrix size, a 3D system has a lower condition number and is thus easier to solve 
iteratively than a 2D system. Table 6 compares the performances of the MFiX-PETSc-BJACOBI (Right) preconditioner on 2D and 3D 
meshes at successive levels of refinements. 
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(a) 

 
(b) 

Fig. 10. CPU time ratios and average number of solver iterations over 20 seconds of fluidized bed simulations (2D, Non-uniform mesh): (a) CPU time 
ratios (MFiX-PETSc CPU time / native MFiX CPU time); (b) Average and standard deviation of the number of solver iterations (inner iterations) for 

solving the pressure correction equation (cf. Eq. 6). 

 

Table 6. Performance assessment of the MFiX-PETSc-BJACOBI (Right) preconditioner on 2D and 3D meshes at successive levels of refinements. 

PP, Uniform mesh, H/D =2 2D (2000 cells) 2D (8000 cells) 2D (32000 cells) 3D (500 cells) 3D (4000 cells) 3D (32000 cells) 

Average # iterations 32.95 41.69 79.48 18.8 39.12 47.18 

Std. Deviation # iterations 8.68 27 53.44 2.6 10.32 28.67 

# time steps 4155 4988 9143 4136 4145 4730 

 



246 Gautham Krishnamoorthy et. al., Vol. 7, No. 1, 2021 
 

Journal of Applied and Computational Mechanics, Vol. 7, No. 1, (2021), 235-253   

 

(a) 

 

(b) 

Fig. 11. Number of time steps and total number of inner iterations for the pressure solve over 20 seconds of fluidized bed simulations (2D, Non-
uniform mesh): (a) number of time steps; (b) total number of inner iterations for the pressure correction equation (cf. Eq. 6). 

It is clear that the PC converges much faster on 3D meshes than on 2D meshes (for the same mesh size of 32000) due to the 
lower condition number of 3D systems in comparison to 2D systems. Further, since the Poisson equation has a condition number 
of O(1/h2) (where h is the cell size), halving the cell size should double the number of iterations with the KSP method due to the 
resulting change in the condition number. However, due to the variable coefficient nature of the Poisson equation in these 
multiphase scenarios, there are significant fluctuations in the number of inner iterations associated with the pressure-correction 
equation and this scaling of the number of iterations with the number of cells is not readily apparent. 

Figure 13 compares the Solver-PC performance comparisons over 20 seconds of simulation time in the 3D simulations when 
employing a non-uniform mesh (H/D = 2). The results are similar to the 2D non-uniform mesh simulations shown in Figures 8 and 9. 
BJACOBI (Right) emerges as the fastest PC with its speed-up attributed to a reduction in the number of inner iterations to solve the 
pressure equation to its specified tolerance. Again, the total number of time-steps do not vary across the different solver PC options. 
The multiphase simulations employing the native MFiX line PC option did not run (or diverged) before reaching 20 seconds of 
simulation time at a tolerance of 1e-03 for the polypropylene bed material. 
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Fig. 12. Solver-PC performance comparisons over 20 seconds of simulation time in the 3D simulations when employing a uniform mesh (H/D = 2): 
(a) Average and standard deviation of the number of solver iterations (inner iterations) for solving the pressure correction equation (cf. Eq. 6); (b) 

number of time steps; (c) total number of inner iterations for the pressure correction equation (cf. Eq. 6). 

 

Fig. 13. Solver-PC performance comparisons over 20 seconds of simulation time in the 3D simulations when employing a non-uniform mesh (H/D = 2): 
(a) CPU time ratios (MFiX-PETSc CPU time / native MFiX CPU time); (b) number of time steps; (c) Average and standard deviation of the number of 

solver iterations (inner iterations) for solving the pressure correction equation (cf. Eq. 6); (d) total number of inner iterations for the pressure 
correction equation (cf. Eq. 6). 
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Fig. 14. Solver-PC performance comparisons over 20 seconds of simulation time in the 3D simulations when employing a non-uniform mesh (H/D = 2) 
at a reduced solver tolerance of 1e-2: (a) CPU time ratios (MFiX-PETSc CPU time / native MFiX CPU time); (b) number of time steps; (c) Average and 
standard deviation of the number of solver iterations (inner iterations) for solving the pressure correction equation (cf. Eq. 8); (d) total number of 

inner iterations for the pressure correction equation (cf. Eq. 6). 

3.4 Relaxing the Solver Tolerance to 1e-02 

Since the native MFiX line PC did not converge for the 3D non-uniform mesh polypropylene bed at a solver tolerance of 1e-03, 
the solver tolerance was relaxed to 1e-02 to successfully run the simulation. In order to ensure consistency in comparing the 
different PC at this increased solver tolerances, calculations employing the BJACOBI PC’s were also repeated at a tolerance of 1e-02 
and are shown in Figure 14. In spite of an increase in solver tolerance, the average and total number of inner iterations associated 
with the BJACOBI (Right) PC is still lower than the native MFiX line PC option. However, when the CPU times are compared the 
BJACOBI (Right) PC option ends up being 20% slower than the native MFiX solve due to the solver set up time associated with matrix 
and vector creation as shown in Figure 14a. This is discussed further in section 3.6. 

To enable a fair comparison of the different PC option at different solver tolerances, Table 7 compares the performances of the 
different preconditioners at different solver tolerances for the 2D Non-Uniform mesh simulations (PP, H/D = 2). Comparing the ratio 
of average number of iterations (MFiX-Line Relaxation/MFiX-PETSc-BJACOBI (Right)) for instance, shows that the ratio remains 
nearly the same at both solver tolerances (1e-02 and 1e-03) thereby demonstrating the PC performance is independent of the solver 
tolerance employed in the simulations. 

3.5 Inlet Jet Velocities of 20 m/s  

 A final performance assessment of the solver-PC performance was made over 20 seconds of simulation time in the 2D 
simulations at an increased inlet jet velocity of 20 m/s. The results from employing a non-uniform mesh at two bed heights (H/D = 1, 
2) are shown in Figure 15.  
 

Table 7. Performance comparisons of the different preconditioners at different solver tolerances for the 2D Non-Uniform mesh simulations (PP, H/D = 2) 

Tolerance (1e-02) MFiX – line relaxation MFiX-PETSc – BJACOBI (Right) 

Avg # iterations 33.68 19.46 

# time-steps (2.5 sec) 5121 5854 

Tolerance (1e-03) MFiX – line relaxation MFiX-PETSc – BJACOBI (Right) 

Avg # iterations 101.74 62.05 

#time-steps (2.5 sec) 5448 5375 

 
 



Accelerating the Convergence of Multiphase Flow Simulations 249 
 

Journal of Applied and Computational Mechanics, Vol. 7, No. 1, (2021), 235-253 

 

 

Fig. 15. Solver-PC performance comparisons over 20 seconds of simulation time in the 2D simulations at an inlet jet velocity of 20 m/s when 
employing a non-uniform mesh: (a) CPU time ratios (MFiX-PETSc CPU time / native MFiX CPU time); (b) total number of inner iterations for the 

pressure correction equation (cf. Eq. 6). 

 

 
Fig. 16. CPU time ratios (MFiX-PETSc CPU time / native MFiX CPU time) versus Iteration ratios (inner iterations for the pressure solve, MFiX-

PETSc/native MFiX) over 20 seconds of simulation time across all simulations carried out in this study (a) 2D (ratio of total inner iterations); (b) 2D 
(ratio of average inner iterations); (c) 3D (ratio of total inner iterations); (d) 3D (ratio of average inner iterations). Trendlines representing the 

correlation for Right BJACOBI PC in MFiX-PETSc are also shown. 

 
While the performance of the more common BJACOBI (Left) PC option is found to be sensitive to the particle densities and bed 

heights, the performance gains of the BJACOBI (right) option is independent of the bed characteristics.  

3.6 Assessment of Solver Setup Costs  

Since the CPU times associated with different solver-PC options were deemed to be proportional to the number of iterations 
associated with the solution to the pressure-correction equation (Eq. 6) for all the cases investigated in this study, a cumulative 
assessment of the performance gains (or deterioration) for the PETSc PC options relative to the native MFiX line PC was made 
separately for the 2D and 3D simulations. Figure 16 shows the CPU time ratios (MFiX-PETSc CPU time / native MFiX CPU time) versus 
Iteration ratios (inner iterations for the pressure solve, MFiX-PETSc/native MFiX) over 20 seconds of simulation time across all 
simulations carried out in this study along with linear trendlines representing the correlation.  
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Fig. 17. Average and standard deviation of the number of solver iterations (inner iterations) for solving the pressure correction equation (cf. Eq. 8) in 
the fluidized bed simulations (H/D = 2) – A comparison of BJACOBI (Right) PC in PETSc with PFMG PC in HYPRE 

 

First, we notice that the correlation is indeed linear for both 2D and 3D simulations. A slope of unity would indicate no overhead 
PETSc solver setup costs associated with solver object (h, �, and 0) creation and allocation. Figure 16 shows that this cost is minimal 
in the 2D simulations (Figure 16a, b) but non-negligible in the 3D simulations (Figure 16c, d). This means that in 3D simulations, the 
performance gains associated with a decrease in the number of iterations to achieve a specified solver tolerance should be greater 
than the overhead associated with the solver setup to result in a net decrease in CPU time associated with the simulation. As shown 
previously in Figure 14d, a simple reduction in the number of inner iterations in the 3D simulations (at the lower solver tolerance 
1e-02) alone was not sufficient to result in a net decrease in CPU time (Figure 14a) compared to the native MFiX solver. 

3.7 Multigrid (MG) Preconditioning 

A preliminary integration of integrating the MFiX solve with the HYPRE linear solver library [35] was also carried out and the 
results are summarized in Figure 17.  

The semi-coarsening multigrid PFMG was employed as a PC to the BiCGSTAB solver and converged to a tolerance of 1e-03. 
Results in Figure 17 show a significant reduction in the number of iterations to solve the pressure-correction equation in 
comparison to the MFiX-PETSc (BJACOBI – Right) option across all scenarios. The use of geometric MG option for multiphase flow 
scenarios is indeed very promising and billions of degrees of freedom can be tackled at large core counts [36]. However, a careful 
assessment of the set-up costs and performance degradation associated with MG solvers showed that these can be ameliorated as 
long as there is enough work to do per core as shown in [36, 37]. However, a rigorous validation of the numerical predictions followed 
by an assessment of solver set up costs in the HYPRE framework is ongoing and will be reported in a subsequent study. Nevertheless, 
this study has demonstrated the interfacing of the MFiX code with the PETSc and HYPRE linear solver libraries and has highlighted 
specific scenarios where the suite of solver-PC options in these numerical libraries may offer an advantage. With this framework in 
place, additional modifications can be undertaken to further accelerate the convergence of multiphase simulations. For instance, a 
recent study has shown that the SIMPLE method can be further accelerated (by a factor 3 - 5) when it is combined with a Krylov 
method [38] or that the variable coefficients in the Poisson equation that result in multiphase flow simulations can be avoided by 
employing fractional time-stepping techniques [39].  

4. Conclusion 

The need to accurately resolve near-wall phenomena and/or large L/D ratios associated with reactor configurations inevitably 
result in the generation of non-uniform grids characterized by: large aspect-ratios as well as variations in aspect ratios in various 
multiphase flow simulation scenarios. This, in conjunction with large density ratios of the constituent phases can further retard 
the convergence of the pressure-correction equation which constitutes a major bottleneck during the iterative solution to the to 
the incompressible Navier-Stokes equation. For single-phase flow problems, it has long been recognized that this shortcoming 
associated with the ill-conditioned pressure-correction matrix can be alleviated through appropriate pre-conditioning (PC) 
strategies to the iterative solver. This idea is extended in this study to multiphase simulation scenarios encompassing a wide range 
of fluidized bed scenarios.  
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We first interface the open-source multiphase simulation code MFiX with the PETSc linear solver library through an appropriate 
mapping of the matrix and vector data structures between the two software frameworks. Through this interface an access to a wide 
range of solver and PC options was then obtained. Among these, the Block Jacobi pre-conditioning to the BiCGTAB iterative solver 
was deemed to be the best PC-Solver option during the software verification process through timing studies performed on various 
test cases encompassing single-phase and multi-phase flow scenarios. In this paper, we compare the performance of this solver-
PC combination against the default line-preconditioning option to BiCGSTAB in the native MFiX code for a class of bubbling bed 
simulations encompassing different: particle densities, bed-heights, inlet jet velocities, problem dimensions (2D/3D) and grid types 
(uniform/non-uniform). Taking a thin rectangular fluidized bed with a central jet as our reactor configuration (that has been 
experimentally investigated by other authors previously), the performances of various solver and PCs were compared on uniform 
grids as well as non-uniform grids that were well-resolved along the line near the central jet. Further, to ensure consistency when 
comparing PC performances, all of the solver-PC combinations were converged to the same residual tolerances.  
Our findings can be summarized as follows: 
1. In all the simulations involving non-uniform grids with changes to the grid aspect ratios, the right-side Block Jacobi 

preconditioning option in PETSc resulted in a 20 - 35% decrease in CPU time compared to the MFiX’s native solver-PC options 
when the linear solver tolerance was maintained at 1e-03. Further, the right-side Block Jacobi preconditioning performed better 
than the more commonly implemented left-side pre-conditioning option across all investigated scenarios. 

2. The performance gains/losses achieved by the MFiX-PETSc interface over the native MFiX solver correlated well with a 
corresponding decrease in the number of iterations to reach a specified tolerance during the solution to the pressure-correction 
matrix equation. This confirmed that the solution to the pressure-correction equation was the computational bottleneck across 
all of the investigated scenarios.  

3. When moving from uniform to non-uniform grids while the average number of solver iterations (to solve the pressure 
correction equation to a specified tolerance) increased across all PC options, this increase was greatest for MFiX’s line PC and 
the least with the BJACOBI (right) PC. This indicates that the BJACOBI (right) PC might perform more robustly when dealing 
with complex geometry and/or sudden changes to the grid sizes and aspect ratios. 

4. While increasing the bed heights or the particle densities do increase: the average and total number of iterations for the 
pressure-correction equation and the number of time-steps to reach a given simulation time, the performance gains associated 
with the BJACOBI (right) PC option in the non-uniform grid simulations was found to be relatively independent of the bed 
material density or height. 

5. The PETSc solver setup costs associated with solver object (E, F, and <) creation and allocation while being minimal in the 2D 
simulations was non-negligible in the 3D simulations. This means that in 3D simulations, the performance gains associated 
with a decrease in the number of iterations to achieve a specified solver tolerance should be greater than the overhead 
associated with the solver setup to result in a net decrease in CPU time associated with the simulation. 

6. On uniformly spaced meshes however, MFiX’s native BiCGSTAB solver-line PC option performed better than the options in MFiX 
– PETSc both in terms of CPU times as well as in the number of iterations to reach a specified tolerance.  

7. While the general fluidization characteristics were in reasonable agreement with experimental observations and identical 
between: the uniform and non-uniform grid simulations as well as between the different solver – PC options, the contours do 
not evolve in an identical manner among the different options as a result of the variable time-stepping algorithm employed in 
MFiX.  

8. The choice of uniform/non-uniform grids or the solver-PC combination did not impact the time-averaged averaged pressure 
drop across the beds. In addition, the dynamic characteristics of the simulations were compared using power spectral density 
(PSD) plots of the pressure fluctuations over 10 seconds of simulation time. On log-log plots, the power-law decay of the PSD of 
pressure fluctuations across all simulations had slopes close to -4 in agreement with experimental observations. However, 
differences in solver-PC combinations sometimes resulted in differences in the identification of the dominant frequencies of 
the pressure fluctuations pointing towards a need to obtaining pressure samples over an extended period of time (> 10 seconds).  

9. The time-step sizes resulting from MFiX’s automatic time-stepping algorithm were not significantly affected by the choice of 
the PC. This was ascertained by the fact that the total number of time-steps taken to reach a specified simulation time did not 
vary significantly among the various solver-PC combinations for each specific flow scenario. 
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Nomenclature 

h  Area of a control volume face, m2 

E  Matrix defining a linear system 
,  Coefficients containing flow properties from discretized equations 
0  Source term 
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<  Right-hand side vector of a linear system 
ij  Pressure coefficient 
i, k, 
, # Locations for TVD schemes 
b  Diagonal matrix 
lm#  Downwind factor for TVD schemes 
−C  Lower triangular matrix 
−n  Upper triangular matrix 
3  Interface transfer coefficient 
#  Fluid flow resistance due to porous media 
$  Acceleration due to gravity, m2/s 
   Momentum transfer between two phases 
G  Preconditioning matrix 
O  Sparse lower triangular matrix for ILU 
�  Pressure 
�  Mass transfer of a chemical species due to reactions or other phenomena 
ℛ  Mass transfer between two phases 
Q  Residual matrix for ILU 
K  Residual vector 
�  Time, s 

  Velocity component, m/s 
P  Sparse upper triangular matrix for ILU 
o  x-velocity component, m/s 
2  Volume, m3 
�, p, q  Coordinate directions 
F  Solution vector of a linear system 
Greek symbols 
�  Volume fraction 
�  Density, kg/m3 
�  Stress tensor 
r  Relaxation factor for pressure correction equation 
>  Relaxation parameter for the SOR preconditioner 
Ф  General representation of a variable being solved 
Subscripts 
t  Close packed regions 
u  East control volume face comparative to v 
w  East control volume central point comparative to � 
$  Fluid phase 
x, �, y  Vector direction components 
�  Solids phase 
6  General phase number (fluid or solid) 
60  Neighbor control volume faces or central points  
�  Control volume central point at which a scalar variable is being solved 
v  Control volume face at which velocity component is being solved 
m  West control volume face comparative to v 
z  West control volume central point comparative to � 
∞  Inlet air stream conditions 
′  Correction term for pressure or velocity 
∗  Intermediate term for pressure or velocity 
  }  Normalized value 
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